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SUMMARY

Al Engineer with software engineering and QA experience, including 2+ years building production GenAl systems across LLM
orchestration, RAG, prompt architecture, structured outputs, and eval-driven reliability. Founding engineer at an ADHD-tech startup,
owning Claude-powered Al features on a FastAPI backend with prompt caching, validation layers, and 96% successful flow completion.
Built CodeCheck, an open-source Al testing toolkit with 1,000+ downloads, an MCP server, and a 22-package plugin ecosystem. Winner of
Best Use of Claude at Cal Hacks 12.0.

SKILLS

Al & LLM Engineering: Claude API, OpenAl, Gemini, multi-agent orchestration, RAG, prompt engineering, prompt caching, function/tool
calling, structured outputs (JSON), streaming, LLM evaluation & guardrails, embeddings, vector search (Chroma, pgvector), Letta
Languages & Frameworks: Python, TypeScript, FastAPI, React.js, Node.js, Flutter/Dart, SQL

Data & Infrastructure: PostgreSQL, Redis, SQLite, Docker, GitHub Actions (CI/CD), Railway, Vercel, Stripe, WebSocket, async/asyncio
Al-Native Tools: Claude Code, Codex, GitHub Copilot, MCP servers, Figma MCP

EXPERIENCE

Founding Software Developer - DOSE Apr 2026 — Present, San Francisco, CA

e Own the end-to-end Al behind 4 intervention modules (SPARK reframing, WAVE regulation, POPCORN capture, RSD Meter) and
BARKLEY, a 24/7 Claude-powered companion - serving 500+ trial users (100+ paid) across an 800+ waitlist.

e Cut perceived Al response time 70-85% by implementing Claude API streaming, reducing time-to-first-token from 2—6 second full-
response waits to 1 second for chat interactions.

e Reduced repeated input-token cost via Claude prompt caching of system/context prompts, holding average spend under $0.03 per
user turn.

e Engineered reliability controls (retries, timeouts, fallback responses) so 96% of Al interactions complete with no human in the loop at
99% availability and held hallucination / format-error rate under 5% via protocol grounding, structured JSON, eval rubrics, and safety
guardrails.

Software Engineer Intern - Ultimate Sports Guide Jan 2025 — May 2025, Berkeley, CA
» Built an Al-assisted editorial agent (Claude) that crawls university-athletics sites, extracts and deduplicates relevant updates, and
converts them into newsletter-ready summaries - cutting repetitive content-prep effort by 63%.
e Rebuilt a legacy 2014 WordPress platform from scratch with a custom theme (modern PHP, JavaScript, HTML/CSS), cutting page-load
time 72%.

Software Engineer, QA & Automation - Too Lost May 2022 — Dec 2023, Remote
e Built Python data/validation pipelines in GitHub Actions CI/CD (75%+ regression coverage) and SQL-based API validation across a
distributed royalty system, eliminating 90%+ of pre-release integration failures.

Software Engineer Intern - Genesis Web Technology Dec 2021 — Feb 2022, Nepal
e Built and launched 3+ dynamic web applications in React, integrating REST APIs and reducing frontend data-flow bugs by 37%.

SELECTED Al PROJECTS

CodeCheck - Al testing ecosystem GitHub/npm
e Built and published a 15+ package Al testing ecosystem that auto-generates and runs unit/smoke/E2E tests on every commit via the
Claude API - plus an MCP server (@codecheck/mcp-server) that runs Al-generated tests inline in Claude Code; 1,000+ downloads, 22
dependent packages, zero marketing.
NeuroField - Autonomous multi-agent system GitHub
¢ Built a Supervisor—-Worker multi-agent pipeline (Claude) that autonomously triages a 100-sector grid every 10s with persistent
memory and alert dispatch - a fully async loop with zero manual intervention; React 2D/3D dashboard + 2,000-snapshot SQLlite replay.
Aakha - Child-sponsorship transparency platform Website
¢ Designed and deployed a multi-role platform (sponsor / child / NGO / admin) with Al sponsor-child matching verified profiles, and
Stripe recurring sponsorship - a trust-and-transparency layer for cross-border giving.
Additional Projects: TestPilot Al (full-stack Al testing SaaS - Claude + Playwright, Stripe) - Reality Drift (deployed Al ESG/narrative
analysis, Claude prompt caching) - ELDA.AI (Cal Hacks 12.0 -Best Use of Claude) - Fake Job Detection (ML).

EDUCATION & RESEARCH

M.S., Computer Science - San Francisco Bay University, CA (GPA 3.81-Distinction) 2023 - 2025
Founder & President, SFBU Computer Club - Code: Build & Break
B.S., Computer Science & Information Technology - St. Xavier’s College, Nepal 2017 - 2021

CERTIFICATIONS

Building with the Claude API - Introduction to Model Context Protocol - Claude Code in Action
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